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Abstract

An informed Advisor and an uninformed Decision-Maker engage in repeated
cheap talk communication in always new (stochastically independent) decision
problems. They have a conflict of interest over which action should be imple-
mented at least in some cases. Our main result is that, while the Decision-
Maker’s optimal payoff is attainable in some subgame perfect equilibrium (by
force of the usual folk theorem), no payoff profile close to the Decision-Maker’s
optimal one is immune to renegotiation. Pareto efficient renegotiation-proof
equilibria are typically attainable, and they entail a compromise between the
Advisor and the Decision-Maker. This could take the form of the Advisor be-
ing truthful and the Decision-Maker not utilizing this information to their own
full advantage, or the Advisor being somewhat liberal with the truth and the
Decision-Maker, while fully aware of this, pretending to believe the Advisor.
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1 Introduction

In many situations, those with the authority to take an action are not those with
the most precise information. Thus, efficiency often requires effective communica-
tion. However, communication is often hindered by conflicting interests; advisors and
experts have an incentive to give advice that serves their own ends. Think of bureau-
crats advising their ministers, local governments soliciting funding for public projects
from higher levels of government, or salespeople trying to persuade a potential con-
sumer to buy a product. There is a large literature of cheap talk Sender-Receiver
games dealing with the strategic communication that arises in such situations, start-
ing with the seminal work by Crawford and Sobel (1982) (see Sobel (2013) for a
survey). The main insights of this literature are that, when there is a conflict of
interest, in equilibrium full information transmission is typically not possible. Partial
information transmission, however, is possible, and the extent to which information
can be transmitted depends on the details of the incentive structure.

While this literature studies short-lived (one-shot) interactions, in many cases the
advisor-advisee relationship is longer lasting and involves a variety of ever different
decision problems. In such repeated games, if the history of play is sufficiently public
so that the truth eventually comes out, then one might expect a version of the folk
theorem to apply: that almost any outcome can be sustained in a subgame perfect
equilibrium (SPE) of the repeated game Among these, in particular, is the strategy
captured by the well-known idiom, “Fool me once, shame on you. Fool me twice,
shame on me.”d The implicitly suggested strategy seems to be a grim trigger strategy,
in which the Sender is truthful and upon any deviation detected by the Receiver, play
reverts to a babbling equilibrium in which the Receiver completely ignores whatever
the Sender says. Call this the F1F2 strategy.

Any parent of a possibly sometimes non-fully truthful child (with the parent pos-
sibly using these idioms to try to mold their child into a better human being) knows
that they don’t really want to go through with the threat made explicit in the F1F2
strategy. Yes, the babbling equilibrium is a Nash equilibrium and, thus, the F1F2
strategy is subgame perfect, but it is reasonable to expect a parent to strongly prefer
to renegotiate with their child to avoid the babbling equilibrium that can only be bad
for both. One would imagine that similar concerns would arise in any longer-lasting
advisor-advisee relationship.

To this end, in this paper we consider two players that can renegotiate their
initially agreed upon strategies, and so our notion of credibility (of threats) is stronger
than subgame-perfection. More specifically, we consider weakly renegotiation-proof
(WRP) equilibria as defined by Farrell and Maskin (1989) in a game of repeated

1. See e.g., Fudenberg and Maskin (1986) and Mailath and Samuelson (2006, Chapter 3).

2. The German version is, “Wer einmal liigt, dem glaubt man nicht, und wenn er auch die
Wahrheit spricht,” which roughly translates to, “If someone lies once, no one will believe them,
even if they tell the truth.” There is an older Latin idiom behind these as well.



cheap talk.

Much like the grim trigger strategy in a repeated prisoners’ dilemma game, F1F2
is vulnerable to renegotiation. Once the players are required to carry out a punish-
ment, they both would rather go back to being cooperative, which would entail the
Sender being essentially truthful. In the repeated prisoners’ dilemma the cooperative
outcome can, nevertheless, be sustained by a WRP strategy profile (Van Damme
1989). Can, likewise, the Receiver-optimal SPE payoff be sustained by a WRP strat-
egy profile?

We establish as our main result that any WRP equilibrium payoff is bounded
away from the Receiver-optimal SPE payoff. These results hold under relatively
weak assumptions about the stage game. We require that the Receiver has a unique
and distinct optimal action for each state, and that the Sender and the Receiver have
a minimal conflict of interest. For non-finite stage games, such as those of Crawford
and Sobel (1982), we require an additional continuity assumptionﬁ

Thus, while we can rule out any SPE that provides the Receiver with payoffs close
to their optimal as WRP, we can also say something about what payoff profiles one
can obtain in a WRP equilibrium of the repeated game. First, the result of Evans
and Maskin (1989) implies that for any “nearby” finite approximation of any cheap
talk stage game, the resulting repeated game has a WRP payoff profile on the Pareto-
frontier. In two concrete applications we can say a bit more. First, in the perhaps
simplest cheap talk stage game with binary state, message, and action spaces, we
can provide repeated game strategies that implement a range of payoff profiles on
the Pareto frontier. The strategies are as followsHl On the path of play the Sender
is truthful and the Receiver mixes (or switches) between using the information fully
to their own advantage and choosing the Sender-optimal action. The punishment for
the Sender has the Sender still being truthful and the Receiver mixing (or switching)
between using the information to their own full advantage and choosing the Sender-
worst action. The punishment for the Receiver has the Sender mixing (or switching)
between being truthful and manipulating the truth to induce the Receiver to take the
Sender-optimal action and the Receiver taking the Sender’s message at face value.

Second, we study WRP payoff profiles on the Pareto frontier for the non-finite
quadratic preference example in Crawford and Sobel (1982) with a positive bias (the
Sender always prefers higher actions than the Receiver). In fact, these results hold for
a larger class of games. A few preliminary and very general results along the way are
of some independent interest. First, we establish a revelation principle: any feasible
stage-game payoff profile can also be achieved through the Sender being truthful and

3. We also require that the message space is sufficiently rich, so that agents’ communication is
not constrained by a lack of vocabulary.

4. All WRP strategies in this paper have three phases as in the useful characterization of WRP
payoffs in terms of stage game strategy profiles given by Farrell and Maskin (1989, Theorem 1): a
normal phase (on the path of play), a Sender punishment phase, (re-)triggered whenever the Sender
deviates from the overall strategy, and a Receiver punishment phase, (re-)triggered whenever the
Receiver deviates from the overall strategy.



the Receiver appropriately adapting their strategy. This implies, among other things,
that also any payoff profile on the Pareto frontier can be established with the Sender
being truthful. For games of the Crawford and Sobel (1982) variety (with strictly
convex preferences) any payoff profile on the Pareto frontier, in fact, requires the
Sender to be truthful (almost surely). Second, for all cheap talk games, the set of
feasible payoff profiles induced by mixed strategy profiles is convex. This implies,
in particular, that any feasible payoff-profile can be achieved with some stage-game
(mixed) strategy profile.

Given these results we can then show how WRP payoff profiles on the Pareto-
frontier can be achieved in a class of games that includes the quadratic preference
example in Crawford and Sobel (1982). On path play has to be such that the Receiver
ultimately always implements some state-appropriate compromise action between the
two players that, however, always at least slightly favors the Receiver. Of course, by
our main Theorem, the Receiver can also not get any payoff close their optimal SPE
payoff. The Sender punishment involves the Sender being truthful and the Receiver
utilizing this fully for low states, but playing a relatively low action for high states.
This hurts the Sender (who prefers higher actions) more than the Receiver. The
Receiver punishment has the Sender not providing much information for low states,
but providing full information for high states, while the Receiver plays the (given this
information) Sender-optimal actions.

There are at least two ways to implement the on path play payoffs: either the
Sender is truthful and the Receiver chooses a compromise action, or the Sender already
inflates the truth and the Receiver (fully aware of this) acts as if they believed the
Sender to be truthful. In any case the Sender obtains rents from possessing the
information instead of the Receiver being already informed.

Let us briefly discuss the relevance of our results to the applications we men-
tioned above. If a minister wants to extract full information from a bureaucrat, then
the minister must act in a manner that at least partially assuages the bureaucrat.
Similarly, if a federal government wants local governments to accurately disclose the
value of a project, then the federal governments may have to approve projects that
are not always perfectly in line with their objectives. If a consumer wants to benefit
from a repeated and trusting relationship with a seller, then they may have to pay a
premium for the goods or occasionally purchase goods that are not a perfect match
for the consumer’s preferences. In each case there is a cost to the Receiver for their
lack of information, and the Sender benefits from the information rents she captures.

Perhaps one bird’s eye narrative for our results is as follows. In one-shot cheap talk
games the extent of the conflict of interest between the two players clearly matters
a great deal for the kind of equilibria that we can observe. In the repeated game,
if we look at subgame perfection, apart from minmax payoff concerns, all of these
stage game incentives play no role as there is the usual folk theorem. However, if we
consider renegotiation-proofness as our notion for what constitutes credible threats,
the nature and extent of the conflict of interest plays an important role in what



kind of behavior we would expect to occur in such situations of strategic information
transmission.

While the cheap talk stage games that we allow are very general, we make strong
observability (or monitoring) assumptions in the repeated game: the state is redrawn
in every period, independently and identically across time, and both players can
observe each other’s full (mixed) strategy at the end of each stage. As strategies
are mappings from states to messages and from messages to actions, respectively, it
seems unlikely that such strong observability assumptions are warranted in practice.
We do so, however, mostly to make our arguments simpler and to be able to utilize
certain results in the literature. In Section (.3l we argue that even when we relax
these assumptions to only allow observability of the realized state, realized message,
and realized action, all of our results would essentially go through.

We note that WRP is a weak requirement in terms of renegotiation-proofness.
Hence, our negative results regarding the Receiver-optimal payoff apply to stronger
notions of renegotiation. We discuss this further in the upcoming Related Literature
section.

Our main result applies to games with large state, message, and action spaces.
Many of the tools in game theory have been developed for finite games, and estab-
lishing results in games of strategic communication is often only possible when the
game is finite. But many games of interest are large, including the model of Crawford
and Sobel (1982), and in this sense our results are strong.

The paper is organized as follows. We conclude the Introduction with a more
detailed discussion of the related literature. Section 2 presents the model. Section 3
presents our main result. Section 4 studies two specific models: a binary state model,
and a continuum model based on Crawford and Sobel (1982). Section 5 discusses our
results. Section 6 concludes. The Appendix contains proofs.

1.1 Related literature

As discussed above, there is a large literature on one-shot cheap talk games beginning
with Crawford and Sobel (1982) and Green and Stokey (2007). The repeated cheap
talk literature is more recent. Margaria and Smolin (2018) consider a finite cheap
talk game similar to ours and establish a folk theorem. The main difference with ours
is that they assume state-independent Sender preferences, and uncertainty follows a
Markov process. In this way they have more restrictive preferences together with a
more permissive stochastic process. A paper that is closer to ours is Meng (2021),
who essentially considers our cheap talk environment and establishes a folk theorem.
However, neither Meng (2021) nor Margaria and Smolin (2018) consider renegotiation-
proofness

There are several other papers that consider cheap talk in dynamic environments
(Kuvalekar, Lipnowski, and Ramos 2022; Lipnowski and Ramos 2020; Karamychev

5. Fonesca (2024) considers a similar problem, but with a persistent state.



and Visser 2017; Austen-Smith and Banks 2000; Renault, Solan, and Vieille 2013;
Kolotilin and Li 2021; Mathevet, Pearce, and Stacchetti 2019; Best and Quigley
2024). While all of these papers consider repeated communication, they are all differ-
ent from ours in various respects. Moreover, none of these papers consider the incen-
tive problems that arise from the possibility of renegotiating previously agreed-upon
equilibrium play. The closest of these to our environment is Kuvalekar, Lipnowski,
and Ramos (2022), though they focus on the inability to perfectly monitor behavior.

There is a literature on reputations that differs from ours by the fact that some
part of the state is persistent. For instance, Morris (2001) considers a simple version
of such a model. See Strulovici (2022) for a comprehensive discussion of renegotiation-
proofness with persistent states.

There is a large literature discussing different notions of renegotiation-proofness
(Pearce [1987; Farrell and Maskin [1989; Bernheim and Ray [1989; Asheim [1991);
Pearce [1991; Abreu, Pearce, and Stacchetti 1993; Bergin and MacLeod 1993; Ray
1994; Ray and Vohra [1997). We focus on weak renegotiation-proofness from Far-
rell and Maskin (1989), which is a weak notion of renegotiation-proofness. Weak
renegotiation-proofness is often considered a necessary condition for immunity to
renegotiation, though it may be criticized as too weak. Indeed it is a delicate concept
that places some restrictions on feasible deviations.

However, there are three main reasons that we focus on WRP equilibria. First, one
of our main results is negative: the Receiver-optimal payoff is unachievable. Hence,
this result will extend to any stronger requirement. Second, there is some disagree-
ment as to what the appropriate strengthening is, while there is little disagreement
regarding weak renegotiation-proofness as a necessary condition. Third, strength-
ening weak renegotiation-proofness can lead to existence issues. Indeed, the set of
strongly renegotiation-proof equilibria as defined by Farrell and Maskin (1989) can
be empty:.

2 Model

In this Section we present our model, along with preliminary results. We will analyze
an infinitely repeated game, and so we break the analysis up into parts. First we
describe the stage game, and then we describe the repeated game.

2.1 The Cheap Talk Stage Game

While we are ultimately interested in an infinitely repeated game, we begin by de-
scribing the stage game. A general cheap talk stage game has two players, the Sender
(she) and a Receiver (he). Uncertainty is described by a compact metrizable state

6. There is also some disagreement as to whether Pareto dominance is the proper requirement,
but this is not an issue for two player games.



space denoted by © with typical element #. The Sender and the Receiver have a
commonly known prior ug € A(O), where A applied to some set denotes the set of
all probability distributions over said set. We will restrict attention to full support
priors.

Note that at this point we make no assumptions about the cardinality of ©. If ©
is finite, then A© is the set of probability distributions on ©. If © is uncountable,
then AO if the set of probability measures associated with the Borel algebra of ©.

The Sender becomes perfectly informed after observing the state # € ©. Once the
Sender is informed of the state she sends a message m from some set M, the assumed
compact and metrizable message space, to the Receiver. The Receiver observes this
message and chooses an action a from some set A, the again assumed compact and
metrizable action space. Throughout we assume that © C M (or, in fact, that
M = 0).

The (Bernoulli) utility functions for the Sender and Receiver, respectively, are
ugs,ug : A x ©® — R (from action and state pairs to the real numbers) that do not
depend on the message sent. We assume that these Bernoulli utility functions are
bounded and continuous in both arguments. Talk is cheap insofar messages do not
enter the payoff functions.

Stage game pure strategies are measurable functions s : © — M for the Sender,
and r : M — A for the Receiver. Let S denote the set of pure strategies for the
Sender and let A(S) denote the set of mixed strategies for the Sender. Similarly, let
R denote the set of pure strategies for the Receiver and let A(R), the set of mixed
strategies for the Receiver.

We will use p o 0 to denote the composition of the strategies o and p. More
specifically, it is the induced distribution over pure strategies of the form ros. When
the strategies are pure strategies, and there is no confusion, we will sometimes abuse
notation and write p o o to denote that pure strategy mapping from © — A.

For mixed strategy profile o € A(S) and p € A(R) let p ¢ o denote their induced
joint distribution over states and actions. With a slight abuse of notation we denote
by

us(a,p):/G Aus(a,ﬁ)d(poa)

and

wur(o, p) = /@ u(a0)d(poo)

the (expected) utility for each mixed strategy profile for the Sender and Receiver,
respectively.

We will often be interested in two special (equivalence classes of) strategies. First,
we will %e concerned with the truth-telling strategy, denoted by 7 € & such that
T(0) =10

7. Any strategy that is equal to 7 with probability 1 is in its equivalence class.

7



Second, we will be interested in the (equivalence class of)) strategies of the Receiver
that reflects the idea that the Receiver believes the Sender when he receives the
message, for all messages. That is, for every m € M = © the Receiver chooses
an action in the set argmax,ug(a, m)ﬁ We will denote this Receiver’s strategy of
believing what he is told by  : M — A. In Section 4 we will focus on models in
which the Receiver wants to match the statd] and so in these cases B(m) = m for all
m € M is optimal.

We end this subsection by deriving a useful Lemma that amounts to a kind of
Revelation Principle (although without stage game incentive concerns). Specifically,
any payoff that can be obtained by some strategies (o, p) can also be attained by
(1, p') for some p' € AR.

Lemma 1 (Revelation Principle). Every stage game payoff pair (vs,vg) that can be
achieved through some profile of mized strategies can also be sustained by a strategy
profile in which the Sender plays T.

Proof. Let 0 € A(S) and p € A(R) be a mixed strategy profile. Let 7: © — M be
the truthful Sender strategy, i.e., 7(6) = 6 for all # € ©. Then poo € A(R) and
(1, p o o) implements the same probability distribution over actions in every state as

(0, p). O

Let F = {(vs,vRr) | vs = us(o, p),vg = ugr(o, p) for some o € A(S),p € A(R)} de-
note the set of feasible payoff profiles in the stage game. The following Lemma states
that, in contrast to general two player games, the set F is convex.

Lemma 2. For cheap talk games the set of feasible (stage game) payoff profiles F is
convex.

Proof. This follows from Lemma [Il To see this consider any o,0’ € A(S) and any
p,p € A(R). We need to prove that for any A € [0, 1] there is a strategy profile
o, p" such that u;(c”, p") = Au; (o, p) + (1 — Nu,(o’, p') for both i € {S, R}. By the
Revelation Principle (Lemma [Il) there are p, o’ € A(R) such that u;(o, p) = u;(7, p)
and w; (o', p') = w;(7, p') for both i € {S, R}. By the convexity of A(R) we have that
Ap+ (1= XN)p € A(R) and by the linearity of the (expected) payoff functions (in
probabilities) we have that Au;(o, p) + (1 —Nu; (o, p') = wi(m, \p+ (1 = X)p) for both
i € {S, R}, which proves this statement. O

2.2 Minmax Strategies

Next we consider minmax strategies and payoffs of the stage game. We show that the
minmax payoffs for the Receiver in cheap talk games are achieved when the Sender
transmits no information, i.e., uses a constant messaging function ¢. This is also the

8. We will typically assume that this set is a singleton.
9. This is a standard assumption in the literature, including Crawford and Sobel [1982.
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Sender’s minmax strategy. For the Sender the minmax payoff is obtained when the
Receiver takes his minmax strategy: he takes the action that minimizes the Sender’s
ex-ante payoff, regardless of the message sent.

The minmax payoffs for the Sender and Receiver are defined as follows.

g = max min ug(o,p)
TEA(S) peA(R)
and
ugp = max min ug(o,p),
PEA(R) cEA(S)
where ug(o, p) and ug(c,p) are the ex-ante expected payoffs induced by strategy
profile (o, p).

Note that given the lack of compactness of strategy spaces A(S) and A(R) it is
not immediately clear that minmax strategies exist in this game and whether minmax
payoffs would need to be defined using inf and sup instead of min and max (Aliprantis,
Chakrabarti, and Topolyan 2009; Pesce and Yannelis 2010). The following Lemma,
however, shows that cheap talk games always have minmax strategies and payoffs.
The proof is constructive and minmax payoffs can be calculated. All that is needed
is that the action space A be compact, as we assume throughout.

Lemma 3. In any cheap talk game, with prior uy € A(O) the minmaz payoffs are
given by
Up = r;leachuouR(a, 0)

for the Receiver and
Us = mi}} E, us(a,?0)
ac

for the Sender. One minmazx strateqy for the Sender is any constant messaging
function o. One minmaz strategy for the Receiver is the constant action function
p(m) = a* for allm € M, where a* € argmin,c ,E,,us(a,0).

Proof. Consider the Receiver. Trivially, the Receiver can obtain max,c E,,ur(a,6)
by playing an action in argmax,c4[E, ur(a,d) (which exists by the compactness of
A and the continuity of ug) regardless of the message. This implies that up >
maxXqea By ur(a, ). To see that ug cannot be strictly greater, suppose the Receiver
uses any strategy, in which there is a message that leads to an action distribution
that does not put probability one on the Receiver ex-ante optimal action. Then the
Sender can play this message in all states and the Receiver obtains a strictly lower
payoff than if he had chosen the ex-ante optimal action. This proves the statement
for the Receiver.

Now consider the Sender. If the Sender uses a constant messaging function,
then the worst that the Receiver can do to the Sender is to play an action in
argmin, ¢ 4E,,ug(a,d) (which exists by the compactness of A and the continuity of
ug). This implies that g > minges E  us(a,d). To see that @g cannot be strictly

9



greater, suppose the Sender uses any (at least partially) informative strategy, i.e., one
in which different states lead to different message distributions. Then the Receiver
can either still play an action in argmin, 4, us(a,d) for all messages or reduce
the Sender’s payoff even further by minimizing her payoff by choosing actions that
minimize the Sender’s payoff for every message. O

2.3 The Repeated Game

So far we have analyzed the stage game. Now we assume that this stage game is played
repeatedly at discrete points in time t = 0,1, 2,.... For simplicity, we assume that
monitoring is perfect, by which we mean that after each round of play the (mixed)
strategies of both players are fully revealed [ Players choose strategies before the
state is drawn and care about their ex-ante expected payoff in the stage game. In
each round the state is redrawn from the same distribution independently of all prior
draws (and all prior behavior).

More formally, let ¢ = (o', p') denote the period ¢t (mixed) strategies played.
In period t each player has access to the t — 1 history of play, given by h'~! =
(¢", % . q").

Let H! be the set of all possible histories up to period ¢, where H° = (). Let
H =2, H' denote the set of all finite histories. The repeated game strategies are,
therefore, functions ¢ : H — A(S) and p: H — A(R).

Both players evaluate a stream of (expected) stage game payoffs u, fort = 0,1,2...,
by its normalized net present value, i.e. by

(1—0)) o'
t=0

All of our results will pertain to situations in which § < 1 while being arbitrarily close
to 1. Under these assumptions the standard folk theorem applies. Moreover, we will
usually dispense with the ¢ notation as much of our work applies to a stage game in
an arbitrary period.

2.4 Equilibrium

A stage game (Bayes) Nash equilibrium is a strategy profile (¥, p*) such that each
player’s strategy maximizes their payoff given the other player’s strategy, i.e.,

p" € argmax, c Agur(c, p)

and
0" € argmax,casus(o, p).

10. This assumption is extremely strong and greatly simplifies our analysis. It is not crucial for
our results as we discuss in Section 5.3
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Note that, given the lack of compactness of the strategy spaces A(S) and A(R),
best-responses to opponent strategies may not generally exist. Cheap talk games,
however, do always have at least one (Bayes) Nash equilibrium: a babbling equi-
librium, in which the Sender uses a constant messaging function and the Receiver
responds to all messages with an ex-ante optimal action regardless of the message
(i.e. one in argmax,c4E, ugr(a,d), which exists by the compactness of A and the
continuity of ug).

A stage game Nash equilibrium is (weak) perfect Bayesian if in addition we as-
sume that even for messages that are not in the support of the equilibrium Sender
strategy the Receiver chooses an action that maximizes his expected utility given
some (arbitrary) belief (a probability distribution) about the the state. Note that if
we assume that the game is such that every action a € A is optimal for the Receiver
for some belief, then there is no difference between Nash and (weak) perfect Bayesian
equilibria of the Sender receiver game.

A Nash equilibrium of the repeated game is a repeated game strategy profile such
that each player’s strategy maximizes their (normalized) net present value of induced
payoff streams, given the other player’s strategy. A Nash equilibrium of the repeated
game is a subgame perfect equilibrium (SPE) if its induced strategy profile after each
history constitutes a Nash equilibrium of the (same) repeated game. A strategy pro-
file induced by a subgame perfect equilibrium of the repeated game at some history
is called a continuation equilibrium (of that repeated game subgame perfect equilib-
rium).

Definition 1 (Farrell and Maskin (1989)). A subgame perfect equilibrium of the re-
peated game is weakly renegotiation-proof (WRP) if there do not exist two continu-
ation equilibria (of that repeated game subgame perfect equilibrium) such that one of
them (strictly) Pareto-dominates the other.

Every repeated game (for which the stage game has a Nash equilibrium) has a
weakly renegotiation-proof equilibrium - playing a stage game Nash equilibrium after
all histories is trivially WRP. The following Lemma is a version of a characterization
for two player games of WRP equilibria only in terms of stage game payoffs given by
Farrell and Maskin (1989), adapted to the class of cheap talk games.

Lemma 4. Let § < 1 be arbitrarily close to 1. A payoff profile v = (vs,vg) is WRP
if it is feasible and strictly individually rational, vs > us,vg > Ur, and there are
(mized) action profiles (o°, p°) and (ot, p¥) (in the stage game) such that
ur(c®,p%) > vg and us(ca’, p°) < vg for all o' € A(S)
and
us(of, p™) > vs and ur(c®?, p') < vg for all p' € A(R).

A necessary condition for payoff profile v = (vs,vg) to be WRP is that all of these
inequalities hold weakly.

11



It helps for building intuition to think of (0, p°) as the strategy profile in the
stage game that is intended as the punishment for the Sender, and (0%, p®) as the
punishment for the Receiver. Note that in any punishment the punisher needs to
achieve a payoff at least as high as on the equilibrium path of play.

Remark 1. Farrell and Maskin (1989) provide this as their Theorem 1 for the mized
extension of arbitrary finite two player games (with observable mized actions). For
that class of games Ginther, Kuzmics, and Salomon (2019) have shown that the proof
provided by Farrell and Maskin (1989) has one incorrect (or missing) step. Giinther,
Kuzmics, and Salomon (2019) provide a proof of a slightly weaker version of that step,
with the result that for the mixed extension of arbitrary finite two player games the
Farrell and Maskin (1989) Theorem is true if at least one of the two weak inequali-
ties holds strictly. The difficulty arises if there are repeated game payoff profiles that
cannot be sustained by a mixed strategy profile (with the two players mizing indepen-
dently).

For the present case of the class of arbitrary cheap talk games (with observable
mized stage game strategies) the original Farrell and Maskin (1989) proof holds. This
is so because the set of payoff profiles sustainable by independent miztures over Sender
and Receiver pure strategies is a convexr set by Lemma [2.  Therefore, all feasible
repeated game payoff profiles can be sustained with a stage game mized strategy profile
(the same profile played at all histories).

3 Results

3.1 Receiver-Optimal Payoffs

Now we present our main result, which requires two additional assumptions. To state
these, let A* = {a € A | a € argmax,ug(da’,0) for some 6 € O} be the set of actions
that are optimal for the Receiver for some state. That this set is well-defined follows
from the compactness of A and the continuity of ug. Furthermore, let a*(6) denote,
for all 8 € O, the set of Receiver-optimal actions in state 6.

The first assumption states that the Receiver has a unique and distinct optimal
best-response action in each state.

Assumption 1 (Receiver unique best-response). For every 6 € © the set of Receiver

best-response actions a*(0) is a singleton. Moreover if a € a*(6) for some 6 € ©, then
a & a*(0) for any ' € © such that 0" # 0.

Under this assumption a*(#) is a one-to-one function from © to A*. The second
assumption requires that there is a minimal degree of conflict of interest between the
Sender and the Receiver.
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Assumption 2 (Minimal Conflict). There exists a (measurable) Z C © with puo(Z) >
0 such that ug(a*(6),0) < maxea- us(a, ) for all 6 € z[1

We require one more technical assumption.

Assumption 3 (Co-continuity at the Top). We say ug is co-continuous at the (Re-
cetver) top with ug if for all € > 0 there exists a n > 0 such that:

lus(7, B) —us(o,p)| <€

funlr, B) = uslo, o)l <n = { | sup, us(o’, B) — sup,r us(o’, p)| <€

(where, recall, B is the Receiver’s believing strateqy and T the Sender’s truth-telling
strategy).

Remark 2. Assumption [3 follows from Assumptions 1 and [2 for finite cheap talk
games. If the strategy spaces A(S) and A(R) were compact, then Assumption[3 would
also follow from Assumptions [ and[2 by force of Berge’s theorem of the mazimum

(given continuity of the payoff functions). However, one cannot generally guarantee
that A(S) and A(R) are compact.

Recall that the standard folk theorem states that any feasible and individually
rational (higher than minmax payoffs) payoff profile can be sustained by a subgame
perfect equilibrium of the repeated game for sufficiently high discount factors. We
can now state the main result.

Theorem 1. Consider any cheap talk game with © C A C M with full support prior
(and continuous Bernoulli utility functions for both players). Under Assumptions [l
(Receiver unique best responses),[2 (minimal conflict), and[3 (co-continuity at the top)
there exists an n > 0 such that all WRP equilibrium payoff profiles (vs,vgr) satisfy

vr < ug(T, B) —n.

In other words, Theorem [Il states that there is no WRP equilibrium that provides
the Receiver arbitrarily close to his optimal SPE payoff. The proof is in the Appendix,
but we provide a brief sketch here.

First we show that the Receiver-optimal SPE is not WRP. The Receiver-optimal
SPE can only be achieved by essentially one strategy pair: (7, 3) (or outcome equiv-
alent transformations thereof). But (in all these cases), given the Assumption of
minimal conflict, the Sender can increase her payoff by lying, which will violate the
condition in Lemma [l

Next we note that if a strategy profile gives the Receiver a payoff close to the
Receiver-optimal payoff, then by the co-continuity Assumption the Sender (opti-
mal) payoffs must remain close to the Sender (optimal) payoffs that she gets at the

11. Note that the Sender maximizes only over the set A* in this definition. This is necessary,
because the Sender can typically only induce actions in A*.
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Receiver-optimal. Applying this argument twice, once to the candidate nearby WRP
payoff profile and once to the Sender punishment profile, allows us to derive a con-
tradiction to the candidate payoff profile being WRP via Lemma [4]

Remark 3. If there is no conflict of interest between Sender and Receiver then (T, 3)
(truth-telling, believe) is a Nash equilibrium of the stage game and always playing this
after any history is trivially subgame perfect as well as WRP, as there are simply no
incentives to deviate for either party.

The following Example shows that Theorem [Il may fail to hold if the Receiver
unique best-response Assumption [I (and then also Assumption B]) is violated.

Example 1. Let © = {0,1} = M and A = {0,1,2,3}, with common prior yuy = é
(the probability of the state being 1). The Sender and Receiver payoffs are given in
Table[d. Note that the Receiver is indifferent between actions 0 and 2, and actions 1
and 3. However, the Sender sometimes receives a large negative payoff from actions
2 and 3. In this way, the Receiver essentially has access to punishments that are
costless to the Receiver but costly to the Sender.

To see that the Receiver-optimal can be implemented we assign punishment strate-
gies. If the Sender deviates, the continuation strategy has the Sender playing T and the
Recewver playing 3 if 0 is reported and 2 if 1 is reported. In each case, cg = —10 < é
and hence the profile is WRP.

state \ action | 0 1 2 3
0 01 1,0 00 -10.1
1 0,0 1,1 -101 0,0

Table 1: Payoffs (first Sender, second Receiver) in the stage game from Example [l

4 Applications

4.1 A Binary Game

A salesperson (Sender) tries to persuade a customer (Receiver) to purchase a good
that can be of high or low quality. The Sender wants to sell the good whether it is
high or low quality. The Sender knows the quality of the good and communicates
this (possibly falsely) to the Receiver. The Receiver does not know the quality of the
good, and wants to buy the good if and only if it is of high quality.

More formally, the Sender observes a state § € © = {0, 1}, which we interpret
as low quality (0) or high quality (1), and communicates to the Receiver through a
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message m € M = {0,1}. The Sender chooses a disclosure policy ¢ : © — AM, or
in this case o : {0,1} — A{0, 1}

The Receiver chooses an action a € A = {0, 1}, where 1 is interpreted as purchas-
ing the good and 0 is interpreted as not purchasing the good. The Receiver chooses
a strategy denoted p : M — AA, or in this case p : {0,1} — A{0,1}, and receives
ex post utility 1 — |[(a — 0)|. The Sender receives ex post utility a. The stage game
payoffs are also given in Table 2l Each agent has a common prior probability o > %
that 6 = 0.

state \ action | 0 1
0 0,1 1,0
1 0,0 1,1

Table 2: Payoffs in the stage game as a function of the state (row) and the action
taken by the Receiver (column). The first entry is the Sender’s payoff, the second
entry is the Receiver’s payoff.

S\ R |always 0 believe opposite always 1

always 0 0, « 0, Lhl—-a 1,1—«
truthful 0, a 1—a,l a,0 11—«
opposite 0, a, 0 l—a,1 1,1—-«

always 1 0, a ,1—«a 0, 1,1—«

Table 3: The stage game in ex-ante normal form.

Each player has four pure strategies, as given in the ex-ante normal form matrix
representation of this stage game in Table Bl We allow players to choose mixed
strategies.

Note that the only (Bayes) Nash equilibria of this stage game are babbling equi-
libria, such as the Sender always sending message 1 and the Receiver always playing
action 0 with payoffs of 0 for the Sender and « for the Receiver. Note, furthermore,
that this game has a social dilemma aspect in that the unique stage game Nash equi-
librium payoff profile of (0, «) is Pareto-dominated by the payoff profile induced by
the Sender being truthful and the Receiver believing her.

For the simple game at hand we have minmax payoffs of ug = a and ug = 0. The
standard folk theorem then states that for every payoff profile (vg, vg) in the convex
hull of stage game payoff profiles induced by pure strategy profiles of the stage game
(see Figure [I]) that exceeds the minmax payoff profile (ug,ur), there is a discount

12. Note that we wrote this in terms of behavioral strategies. As we assume perfect recall, results
from Aumann (1964) ensure that this formulation is equivalent.
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3
1
3
0 0 1 ’ ] ug
3 3

Figure 1: The set of payoff profiles of the stage game given in Table [3 for the case
of a = % The dotted line represents the minmax payoff of the Receiver, equal to %
The minmax payoff of the Sender is 0.

16



factor § < 1 such that for all § > § there is a subgame perfect equilibrium of the
repeated game that induces payoff profile (vg, vg).

In particular, the Receiver-maximal feasible payoff of 1 can be sustained in a
subgame perfect equilibrium of the stage game. This equilibrium is the one that the
proverb “Fool me once, shame on you, fool me twice, shame on me” seems to refer
to.

Now let us examine the WRP equilibria of this repeated game. To see that the
payoff profile (1 — «,1) (i.e. the Receiver-optimal payoff profile) is not WRP, we
can use Lemma M Suppose otherwise, that it is WRP. Then (o7, p%) must satisfy
ur(cf, pft) > 1. There is only one strategy profile (two if we allow opposite strategies)
that provides such a payoff. Therefore, (o°, p°) must be the strategy profile in which
the Sender tells the truth and the Receiver believes her. But then max,ea(s)(c, p°) =
1>1— «, a contradiction.

For the simple game at hand, any payoff profile on the Pareto frontier is WRP if

and only if it satisfies that the Receiver payoff is in the interval (o, 1 — %) The

upper bound is less than 1 as long as @ < 1. For the case of a = %, for instance, the
interval becomes (%, 2) as indicated in Figure [l

We formalize this idea in the following Proposition.

Proposition 1. Consider the binary model. A payoff profile on the Pareto frontier
is WRP if and only if the Receiver’s payoff is in (a, 1 — a(;__aa)). These payoffs can be
sustained by the following strategy profile:

e On-path play: the Sender is truthful and the Receiver mizes appropriately be-
tween believing and always playing 1 (the most preferred action of the Sender).

e Punishment for the Sender: the Sender is truthful and the Receiver mizes ap-
propriately between believing and always playing 0 (the least preferred action of
the Sender).

e Punishment for the Receiver: the Sender mizes between being truthful and al-
ways sending 1 and the Receiver belicves.

The proof is in the Appendix. We make several observations. First, the above
strategy profile is only one such strategy profile that implements the equilibrium.
There are other strategy profiles that do so. Second, the interval that describes the
set of WRP equilibrium payoffs varies non-linearly in the prior a.

4.2 Continuum Game from Crawford and Sobel (1982)

In this Section we study the well-known example with quadratic preferences from
Crawford and Sobel (1982).
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Consider a policy-maker (Receiver) who must choose a policy a € A = [—b, 1 + ]
where b is non-negative. The Receiver wants to match the state § € © = [0, 1], more
specifically his ex post utility is —(a — 0)%.

A bureaucrat (Sender) becomes informed of the state 6. Ex-ante, the two players
have a common (full support) prior denoted by 1, assumed to be the uniform distri-
bution over [0, 1]. There is a conflict of interest: the Sender has an ex post utility of
—(a —b—0)% That is, given the state, the bureaucrat’s ideal policy is higher (by b)
than the policy-maker’s ideal policy.

For this model, Crawford and Sobel (1982) show that full information transmission
can occur in equilibrium (of the stage game) if and only if b = 0. However, unlike in
the binary example, some information can be transmitted in equilibrium if b > 0 is
sufficiently small

UR

V- B? —p?

us

WRP

—b?

Figure 2: Pareto Frontier (and WRP payoffs on that frontier) of the Crawford and
Sobel (1982) Example.

For this game the minmax payoffs are ug = —V (action a = E, [f]) and ug =
—V —(E,,[0] + b)* (action a = 0). One could call B := E, [f] +b the expected “bias”
(as in statistics — here the difference between desired action and implemented action
0) for the Sender.

13. In this case there can be a multiplicity of equilibria.
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The Pareto frontier of feasible payoff profiles is sustained by the set of strategy
profiles that solve
ma Aug(o, p) + (1 — Nug(o,
seacdax, o s(o.p) + (L= Nug(o, p)
for A € [0, 1]. For the game at hand we can trace out the Pareto frontier as all those
points (vs, vg) that satisfy vs, vg > —b? and, by choosing 1 — \ = boyvs s,

VR — —b2 + vg + 2()\/ —Vs,

which we have sketched in Figure In this Figure we have also sketched out the
subset of WRP payoff profiles that are on the Pareto frontier [14

Proposition 2. Consider the Continuum Game. Any WRP payoff profile (vs,vg)
on the Pareto frontier satisfies vs < vg.

One way to read Proposition 2 is this: one could think of the Pareto frontier
as the range of possible outcomes of some form of bargaining between the Sender
and the Receiver. Then Proposition 2] states that any WRP profile (the outcome of
this bargaining through repeated cheap talk) always favors the Receiver in that the
Receiver receives more of the surplus that truth-telling induces than the Sender does.
Of course, by Theorem [I] the Receiver cannot obtain all of the surplus.

The proof of Proposition 2 is given in the Appendix. The following Proposition
states that there are WRP in the continuum game for any bias b € (0,1) (and by
symmetry for any b € (—1,0)) [

Proposition 3. Consider the Continuum Game. For any bias b € (0,1) there is a
A € (0,3) such that for any A € (X, 1) payoff profile (vs,vg) with vg = —(1 — X)2b?
and vp = —\?b? is WRP.

The proof is given in the Appendix. Here we provide a brief sketch. We construct
appropriate punishments, verify that they are WRP, and lean on our previous results.
For the Receiver punishment the Sender pools the states on some interval [0, y| and is
fully revealing otherwise, while the Receiver plays the Sender-optimal (given his infor-
mation). Note that varying y traces the payoffs from pure babbling to fully revealing,
the Receiver can always obtain the Sender’s payoff, and payoffs are continuous in y.
As a consequence, one can find a y that punishes the Receiver to support a WRP
equilibrium for all A € (0, 1). For the Sender punishment the Sender is truthful while
the Receiver follows the following truncation strategy for some x € [0,1]: play the

14. Unlike the example in Section 4.1, here we have not derived the WRP subset of the Pareto
frontier exactly, but only illustrate its qualitative properties: we know that there is no WRP close
to the Receiver-optimal payoff by Theorem [l and all WRP have to give more payoff to the Receiver
than the Sender by Proposition

15. For b = 0 the game also has a trivial WRP: there is no conflict of interest and the Receiver-
and at the same time Sender-optimal payoff profile is WRP as there are simply no incentives to
deviate from it.
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Receiver-optimal on some interval [0, z) and play « on [z, 1]. By a similar argument
to the Receiver punishment, one can find an x that support a WRP equilibrium for
A sufficiently close to (but strictly greater than) %

5 Discussion

5.1 Pareto Efficient WRP Equilibria

Theorem [I] states that there is no WRP equilibrium that delivers the Receiver payoffs
that are close to his optimal feasible payoffs. One might be worried that this is due
to the fact that weak renegotiation-proofness is simply too strong of a requirement
to get anything to be renegotiation-proof according to its definition. This is not the
case. Note first that the repeated game strategy-profile that specifies playing a stage
game Nash equilibrium after all histories is trivially WRP. Every game has a WRP as
long as the stage game has a Nash equilibrium. But if these are the only WRP, there
would be no interesting repeated game effects. So, the question is whether there are
any interesting (or more desirable) WRP equilibria. The answer is a qualified yes.

In the two examples we have found that there are WRP equilibria on the Pareto-
frontier. In both cases the set of WRP payoff profile on the Pareto frontier constitute
an interesting subset of the Pareto frontier. Unfortunately we cannot generally say
whether every repeated cheap talk game has a WRP equilibrium on the Pareto-
frontier. However, Evans and Maskin (1989) have shown that for any generic finite
stage game the repeated game has a WRP equilibrium on the Pareto frontier. More
precisely their result implies that for any finite cheap talk game there exists a “nearby”
game (i.e. a game obtained by perturbing the payoffs slightly) that contains a WRP
Pareto efficient equilibrium. An important caveat is that this nearby game need not
be a cheap talk game. However, it will at least be “almost” cheap talk in the sense
that message costs will be arbitrarily small (if not zero).

The clever proof given in Evans and Maskin (1989) does, unfortunately, not easily
extend to large games such as those of the Crawford and Sobel (1982) variety, due
to the general lack of compactness of the strategy spaces. For instance, if one were
to use the original proof then one step requires applying a minmax theorem, and a
second step requires extracting convergent subsequences. Whether a separate proof
that does not rely on compact strategy spaces exists is an open question. Still, by
the result of Evans and Maskin (1989), any generic finite approximation of this model
has a WRP equilibrium payoff on the Pareto frontier.

5.2 Relationship to Bayesian Persuasion

We now explore how WRP payoff profiles (on the Pareto frontier) in a general cheap
talk game compare to equilibria of the corresponding Bayesian persuasion game, as
studied by Kamenica and Gentzkow (2011). Consider the binary game from Section
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4.1, which is essentially the main motivating example of Kamenica and Gentzkow
(2011). As the set of WRP payoffs is not closed, there is no Sender-optimal payoft.
However, the supremum of the WRP payoffs is equal to 2(1 — «) (for @ > ). This
is the Sender payoff obtained at the feasible payoff profile on the Pareto frontier that
gives the Receiver his minmax payoff.

This payoff of 2(1—«) is also equal to the payoff the Sender obtains under Bayesian
persuasion when the Receiver breaks indifferences in the Sender’s favor in this setting.
Indeed, the payoff of the Sender near this point can be thought of as those from the
Bayesian persuasion game when the Receiver does not break indifferences fully in the
Sender’s favor.

This coincidental equality does, however, not generalize to other cheap talk games.
In the continuum example from Section 4.2, based on Crawford and Sobel (1982),
Bayesian persuasion achieves the Receiver-optimal payoff as demonstrated by Ka-
menica and Gentzkow (2011, Section V.A.). By our Theorem [ this payoff cannot
be achieved in a WRP equilibrium of the repeated cheap talk communication game.
There does not seem to be a systematic relationship between WRP outcomes of the
repeated cheap talk communication game and equilibria of the one-shot Bayesian
persuasion model.

We now explore how WRP equilibria of the repeated cheap talk communication
game compare to WRP equilibria of the corresponding repeated Bayesian persuasion
game. It suffices to consider again the quadratic Crawford and Sobel (1982) exam-
ple. First note that the repeated Bayesian persuasion game has the same feasible
and individually rational set of payoff profiles as the corresponding repeated cheap
talk communication game. However, the Receiver-optimal feasible and individually
rational payoff profile is, under Bayesian persuasion, an equilibrium of that game.
Trivially, this payoff profile is then also WRP, based on the repeated game strategy
of playing the stage game equilibrium after all histories. Thus, there does also not
seem to be much of a relationship between the WRP payoffs of the two types of
repeated games.

5.3 Observability of Strategies

To simplify our analysis we have made strong observability assumptions: we have
assumed that players can observe mixed strategies, where mixtures are over pure
strategies that are functions from states to messages (for the Sender) and from mes-
sages to actions (for the Receiver). This meant the standard folk theorem with perfect
monitoring can be applied and we could also (almost directly) use the main result of
Farrell and Maskin (1989), given as Lemma [ above. In this subsection we argue that
not much would change if players could only observe three things: the single realized
state, the single realized message that the Sender sent in that state, and the single
realized action the Receiver took in that state.

This would then be a repeated game with imperfect monitoring: players do not
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observe their opponent’s full strategy. Note first, that, given the assumption that
states are drawn independently and identically in every period, the repeated game
is still such that the game after every history is identical. This means, among other
things, that we can still work with the definition of weak renegotiation-proofness given
by Farrell and Maskin (1989)[9

Consider SPE of this repeated game under these weaker monitoring assumptions.
Note first that a version of the folk theorem holds for repeated games in which only
realized pure strategies are observed by a result of Fudenberg and Maskin (1991)).
The trick is that any payoff profile can also be sustained through a sequence of
possibly different pure stage game strategies if the discount factor is large enough.
Second, we know from Fudenberg, Levine, and Maskin (1994) that a version of the
folk theorem extends to many such games with imperfect monitoring, even with less
perfect monitoring than we have here.

Here we just give an argument that at least the whole Pareto frontier (above
babbling equilibrium payoffs) can be sustained by a SPE of the repeated game with
imperfect monitoring and without observable mixtures. We use the Nash reversion
grim-trigger proof idea. Take a payoff profile on the Pareto frontier that delivers
payoffs higher than the respective babbling equilibrium payoffs. By Lemma [2] there is
a stage game mixed strategy profile (o, p) € A(S) x A(R) that delivers these payoffs.
By Lemma [ there is, in fact, a strategy profile in which the Sender is truthful, i.e.,
uses the identity function 7, that delivers these payoffs. Note that in our Crawford
and Sobel (1982)-based examples the Receiver could also be assumed to use a pure
strategy. For finite games, the Receiver may have to either mix, or as we assume now,
using the trick of Fudenberg and Maskin (1991)), use some sequence of pure strategies.
Now consider the repeated game strategy that prescribes playing this sequence of pure
strategy profiles until one deviation is detected, i.e., until either the Sender is found
to have played a message m # 6 or the Receiver is found to have played an action that
is not prescribed by their strategy at that history. If such a deviation is observed,
play goes to the babbling equilibrium and remains there forever. For discount factors
0 sufficiently close to 1 this is an SPE of the repeated game.

Our main result, Theorem [I] also goes through under these weaker monitoring
assumptions. To obtain Receiver-optimal payoffs both Sender and Receiver have to
use pure strategies (almost surely). Deviations from these are as detectable under
the weaker monitoring assumptions as they are under the very strong ones we made
before Moreover, the Sender’s best-response to the Receiver-optimal strategy pro-
file is again a pure strategy, and, thus detectable by the Receiver. And, as before,

16. If there were any persistence of the state the game turns from a classical repeated game to a
more general stochastic game and then the definition of weak renegotiation-proofness would have to
be adapted.

17. Consider the Sender, for instance. To deviate means to use a different messaging function.
This means that at least for some states the Sender deviates to another message. Once such a state
realizes the Receiver observes the deviation and knows that this is a deviation. The only difference
from before is that it might take a few rounds of play before such a state realizes.
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any strategy profile to punish the Sender in any WRP equilibrium must give the
Receiver at least as much payoff as the Receiver-optimal payoff, and as before, any
such punishment strategy gives the Sender a higher maximal deviation payoff than
the Sender obtains under the Receiver-optimal strategy profile. The rest follows from
the continuity assumptions.

It is not clear whether the weak renegotiation-proofness characterization in terms
of stage game payoffs given by Farrell and Maskin (1989) generally extends to the
weaker monitoring assumptions. The problem is that some punishment strategy pro-
file (for the Sender or the Receiver) could, in principle, involve one or both players
mixing and it is not generally immediate that all such mixtures could be replaced
by an appropriate sequence of pure strategies (while keeping the deviation incentives
unchanged). However, at least for our two examples, the set of WRP payoff profiles
on the Pareto frontier that we identify remain so even under the weaker monitoring
assumptions. In the binary game the Sender punishment has the Sender being truth-
ful, that is using a pure strategy. The Receiver uses a mixture, but this mixture can
be replaced by a sequence of pure strategies (appropriately switching between believ-
ing and always playing 0), deviations from which are easily detectable, while Sender
best-response payoffs remain the same. The Receiver punishment has the Receiver
use a pure strategy and the Sender’s mixture can be replaced by the Sender switching
between being truthful and always sending 1, without changing the Receiver’s best-
response payoffs. In the Crawford and Sobel (1982) example all punishments (in the
proof) are actually pure strategies and, thus, the result goes through directly.

6 Conclusion

When can parties effectively communicate in the face of conflicting interests, and to
what degree can each benefit from this? In this paper we considered repeated cheap
talk between a Sender and a Receiver. We focused on searching for strategies that
constitute (weakly) renegotiation-proof equilibria and their associated payoffs. We
found that any such equilibrium strategy gives the Receiver a payoff that is bounded
away from their optimal. Thus, while the idiom, “Fool me once, shame on you. Fool
me twice, shame on me,” describes an equilibrium of this game, this equilibrium is
not immune to renegotiation. Our result holds under fairly weak assumptions, and
applies to a wide range of cheap talk environments.

We also analyzed the Pareto frontier of these games, though the properties of
the Pareto efficient WRP payoffs varies with the details of the model. For a binary
model (i.e. binary state, message, and action spaces) we find the Pareto efficient
WRP equilibria and show that they exist. In the continuum model of Crawford and
Sobel (1982) we do not charcaterize the WRP equilibria on the Pareto frontier, but
we show that such equilibria always exist. More generally, the question of existence
is still open for models with large state, message, and action spaces.

In terms of information disclosure, for models with large state spaces and concave
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utility functions Pareto efficiency requires truth-telling, whereas in a finite state model
it typically need not. Efficency can be implemented with truth-telling, but need not:
as WRP equilbria require a compromise between the Sender and the Receiver, having
the Sender be liberal with the truth and the Receiver believing her can also be a
Pareto efficient WRP equilibrium.

We made several simplifying assumptions in our analysis. We chose these assump-
tions with an eye to encouraging cooperation and truth-telling. So for many of these
assumptions, including perfect monitoring and independence of states across time,
we believe that our results are robust (at least in their essence) to more permissive
assumptions. We leave exploring these and other questions for future research.

A Proofs
A.1 Proof of Theorem 1

Let uf = ug(7,B) and uj, = ug(7, f) denote the Sender and Receiver’s payoffs in
the Receiver-optimal strategy profile. Note that uj, > ug(o,p) for any o € A(S)
and p € A(R). Let uf = sup, us(o’,5) denote the Sender’s optimal deviation
payoff when the Receiver uses . [Note that when A* is compact then there is a
o' € A(S) that achieves u¥", but this is not relevant anyway.] By Assumptions [I] and
we have that v > w§: Assumption [Il implies that every action a € A* is used
in the Receiver’s strategy (3, and, thus every such a can be induced by the Sender
through some message; Assumption 2 then implies that there is a set of states that
has positive probability under the prior such that the Receiver would strictly benefit
from inducing some action in A* that the Receiver would not take in these states.

Let € = % (uf —uk) > 0. By Assumption Bl there is an 7 > 0 such that for any

strategy pro3ﬁle (0, p) with u}, — ug(o, p) < n we have that |u§" — sup, us(o’, p)| < €
as well as |uf — ug(o, p)| < €. We need this argument twice below.

Suppose that there is a WRP payoff profile (vg, vg) with u}, — vg < n. Then two
things must be true. First, by Lemma 2] there is a strategy profile that implements

(vs,vr) and, thus, by the above argument,

*

lug —vs| < e

Then, by Lemma M there must be a Sender punishment profile (¢, p°) with ug(c®, p°) >
vr and sup,, ug(o’, p°) < wvs. As ugr(c®, p®) > vp we have that uj — ug(c®, p°) <n
and, thus, by the above argument,

|supug(o’, p°) — uf| < e.

[oa

We trivially have that

1S _ /S Kk *k * *
supug(a’, p?) —vg = supug(o’, p°) — ug +uy —ug + ug — vg,
! /

g loa
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and, therefore,

/S /S *k *% * *
supus (o', p%) — vg > —|supus(o’, p%) — ug| +uf — uh— |us — vsl,
o’ o’
and, therefore,
sup ug(o’, p°) — vg > u§ — uf — 2,
0./

and, thus,

1
sup us(a/,ps) —vg > 3 (ug —ug) >0,

(e

a contradiction.

A.2 Proof of Proposition [1I

There are a few steps. Let v = (vg, vgr) be any feasible and individually rational payoff
profile. Consider first the punishment for the Receiver (o7, pf). Consider o%(m =
1) = 1 and pf* = B (i.e. believe and optimize accordingly). Then ug(cf, pf) = 1
and max,ear) ur(c®, p) = a. Thus, (o, p®) works for every feasible and strictly
individually rational payoff profile v = (vg, vg).

Now consider the punishment for the Sender (¢, p°). Given the symmetry in the
game, we can restrict attention w.l.o.g. to Receiver strategies that put a probability
weight on believe that is at least as high as that on opposite. Given this restriction
the (0°, p°) that gives the highest possible payoff to the Receiver, without changing
max,en(s) us(o, p°) is 0 = 7 (i.e. the Sender tells the truth). It is, thus, w.lo.g.
to consider 0° = 7. Now to the Receiver strategy. Any probability weight that
we take from the Receiver strategy opposite to always 0 does not change the best-
response of the Sender (it is always 1), increases the payoff to the Receiver, and keeps
maxqea(s) Us (o, p°) constant. Thus, it is w.l.o.g. that we consider p° as a mixture
only between 3 and always playing 0.

Let 0° = 7 and p° be a mixture of probability 7 on 3 and (1—+) on always playing
0. We then have up(c”, p°) = v+ (1—7)a and max,ea(s) us(o, p°) = 7. Now suppose
we try to implement an arbitrary payoff profile on the Pareto-frontier, which we can
always do by the Sender being truthful and the Receiver putting weight v on believe
and (1 —v) on always 1. Then vg =v(l —a)+ (1 —v) and vg =v+ (1 —v)(1 — ).
For (vg,vg) to be strictly individually rational we need that v 4+ (1 —v)(1 —a) > a.

For (vg,vr) to be a WRP payoff profile, we, therefore, need that

T+l -y)a>v+(1-v)(l-a)

and
y<v(l—a)+(1-v)

(Note that the case of a weak inequality never arises in this game.)
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We are trying to find for which combination v there is a v € [0, 1] such that we
can satisfy both inequalities. The second inequality is easier to satisfy the lower we
make 7. The left hand-side of the first inequality is increasing in . Therefore, we get

: : : : : _ 1-20+4av
the biggest range of v if we make the first inequality an equality. Thus, v = =2,
Plugging this into the second inequality we get v < ﬁ

To guarantee that vg > « we also need that v > 20‘;1, which is less than 1 if
a < 1. Note also that 2%_1 < ﬁ if @« < 1. Thus any Pareto efficient (vg, vg) payoff
is WRP if and only if v € (221 1) Any Pareto efficient equilibrium is WRP if

a O 2—«
a(l—a))
2—a /"

and only if the Receiver payoffs are in the range (a, 1 —

A.3 Proof of Proposition

Here we prove a more general statement than Proposition

Proposition 4. Consider the Continuum Game with utility functions ug(a,0) =
fla—0) and us(a,0) = f(a — 0 —b), where f : R — R is a strictly concave, twice
differentiable function satisfying f'(0) = 0 (such that f is maximized at 0) and with
prior belief py being any distribution over © with a density g that has full support:
g(0) > 0 for all 6 € ©. Any WRP payoff profile (vs,vr) on the Pareto frontier
satisfies vg < vg.

Proof of Proposition[f] We begin by noting that sup,ecamr) ur(o, p') > us(o, p) for
any strategy profile (o, p) with the support of p restricted to r assigning actions in
[0,1 + 0] for all m. To see let p’ shift the support of p in the following way: 7 is on
the support of p if and only if 7/ = r — b is in the support of p’. In words, for each m
we have 1’ chooses an action less than r by b. Moreover, set the specific probabilities
of " such that p(r) = p'(r"). Then ug(o, p') = ug(o, p) by construction.

Now suppose (vg, vg) is a WRP payoff profile on the Pareto-frontier. By Lemmaldl
there must be a (Receiver-punishment) strategy profile (6%, p?) such that ug(c%, pf) >
vs and sup,, ugr(cf, p') < vg. But the argument above implies that sup,, ugr(acf, p') >
ug(oft, pf). Therefore, we must have vg > vg. d

Remark 4. Consider the Continuum Game with utility functions ug(a, ) = f(a—6)
and ug(a,0) = f(a—0—"0), where f : R — R is a strictly concave, twice differentiable
function satisfying f'(0) = 0 (such that f is mazimized at 0) and with prior belief g
any distribution over © with a density g that has full support: g(0) > 0 for all 0 € ©.
A strategy profile on the Pareto-frontier must (except on null sets) be a pair of pure
strategies satisfying r o s = B o1+ Ab for some X € [0,1]. If f is symmetric around
0, then to be WRP this strategy profile must have A\ < %

Proof of Remark[j A strategy profile (o, p) is Pareto-efficient if and only if it maxi-
mizes Aug(c, p)+(1—N)ug(o, p) for some A € [0,1]. A Pareto-efficient action function

26



is the function a(f) that maximizes

/f 0)do + (1 — A /f _ b)g(6)db.

To maximize the integral, we need to choose a(f) to maximize

Af(a(0) = 0]) + (1 = A)f(a(0) — 0 = b)

for almost all § € ©.
Noting that any optimal a(f) must be in the interval [0,60 + b], the first-order
condition is

A (a(0) — 0) + (1 — N f'(a(0) — 6 — b) = 0.

Given the strict concavity of the objective function, the solution the first-order condi-
tion is a maximum. Consider as a candidate solution a(#) = 8+ b for some A € [0, 1].
Then the first-order condition becomes

A () + (1= N f'(—=(1 = X)b) = 0.

Note that this first-order condition does not depend on 6 and any A that solve it,
does so for all §. For any A the LHS of the first-order condition is non-negative for
A=0 (it is (1 = A)f'(=b)) by f concave with its maximum at 0, and non-positive
for A = 1 (it is Af’(b)). Thus, by the mtermedlate value theorem, there is a solution
A e [0, 1] that solves the maximization problem

As this solution is unique, any randomization yields a strictly lower weighted sum
of utilities, i.e. is Pareto-dominated. As a(f) is injective, the only way to implement
a(f) for all 0 is that communication is injective (truthful - or fully revealing).

There are many strategy pairs (s,r7) € S X R that satisfy 7 o s = 6 + A\b. One
simply needs to set 7(f) = s~'(m) + b, where m = s(6). All of these will generate
Pareto efficient payoffs.

Finally, the payoff to the Sender and the Receiver for a strategy profile that yields
action function @ + b are given by ug = f(—(1 — A)b) and ug = f(\b). If f is
symmetric around 0 then up > ug (needed for this strategy profile to be WRP by
Proposition IZI) if and only if A < 50 f(—(1— Mb) = f((1 = N)b) < f(Ab) if and only

if (1 —X\)b> b (because f is decreasing for positive arguments). O

A.4 Proof of Proposition

We here prove a more general statement than Proposition 3]

Proposition 5. Consider the Continuum Game with utility functions ug(a,) =
fla—0) and us(a,0) = f(a —0 —b), where f : R — R is a strictly concave, twice

18. Note that if f(x) = 22, then the unique solution to this problem is a(f) = 6 + Ab, i.e. A = A.
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differentiable function satisfying f'(0) = 0 (such that f is mazimized at 0) and with
prior belief j1o any distribution over © with a density g that has full support: g(6) > 0
for all § € ©. For any bias b > 0 there is a A € (0,3) such that for any X € (X, 3)

2
payoff profile (vs,vr) with vg = f((1 — A)b) and vg = f(Ab) is WRP.

Proof of Proposition[d. The proof is constructive: we provide Sender and Receiver
punishment strategies that satisfy the sufficient condition for WRP as given in Lemma
. A note on notation: as all of essentially all of the strategies in this proof will be
pure strategies, and we will use the o and p notation to denote pure strategies instead
of s and r, respectively.

First we consider the Receiver punishment. The Sender uses a partially informa-
tive strategy

S () { Bul0l € 0] 0 0.9
otherwise

for some y € [0, 1]. The Receiver plays the strategy that optimizes the Sender payoff
(given the information he has), i.e. p¥(m) =m+bif m € {E,[0]0 € [0,y)]} Uy, 1]
and pf¥(m) = 0 otherwise. The Receiver best-response strategy would be to use
some p' such that p/(m) = m.

It is easy to see that for all y € [0, 1], ur(c™¥, p') = ugs(a™¥, pY), consistent with
Proposition @ Moreover, as y varies between 0 and 1, the Sender payoff ug(af¥, p?v)
varies from the Sender-optimal payoff of f(0) to the Sender-payoff in the babbling
equilibrium.

Thus, for any payoff profile (vg, vg) with vg > vg with vg greater that or equal to
the Sender-payoff in the babbling equilibrium, there is a y € [0, 1] such that (¥, p™¥)
satisfies the part of Lemma [4] for the Receiver punishment: we choose y such that
vr > ug(a®Y, pfY) > vg.

Second we consider the Sender punishment. The Sender is truthful, i.e., 0% = 7
(with 7(0) = 0). The Receiver uses p>* such that p*%(m) = m if m < z and
p5%(m) = x if m > x for some z € [0, 1]. That is, the Receiver punishes the Sender
by reverting to a truncation strategy. The Sender best-response is to use strategy
o'(0) =6+b.

Note that the strategy profile (7, p>%) induces action function

oo [0 ifO<z
‘W@_{xiwzx’

while strategy profile (¢, p>%) induces action function

o [0 ifO<z—b
6(9)—{3: if@>x—0»

We then have that ugr(a*(0),0) = f(a®(0) — 0) > f(b"(0) — 0 — b) = ug(b®(0),0) for
all # with strict inequality for all # > x — b. This implies that, as long as = < 1,
max,s ug(o’, p>%) < ug(r, p>*).
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Note that ug(7, p>%) ranges from even below the babbling equilibrium payoff for
the Receiver for z = 0 to the Receiver optimal payoff for x = 1. Now consider payoft
profile (vs, vg) on the Pareto-frontier with vg = f((1—\)b) and vy = f(Ab). For A = 1
there is then an z € [0, 1] such that ug(7, p57) = f(3b) and ug(c’, p>7) < f(3b) for all
o’ € A(S). By continuity, there thus also is a A < 1 such that for any A € (X, 1) there
is an x € [0, 1] such that up(7, p>*) = f(\b) and max, us(o’, p>%) < f((1 — \)b).

]

References

Abreu, Dilip, David Pearce, and Ennio Stacchetti. 1993. “Renegotiation and symme-
try in repeated games.” Journal of Economic Theory 60:217-240.

Aliprantis, C.D., S.K. Chakrabarti, and I. Topolyan. 2009. “A proof of the existence
of the minimax point of a strategic game.” Fconomics Letters 105:261-263.

Asheim, Geir B. 1991. “Extending renegotiation-proofness to infinite horizon games.”
Games and Economic Behavior 3 (3): 278-294.

Aumann, Robert J . 1964. “Mixed and behavior strategies in infinite extensive games.”
In Advances in Game Theory, edited by Melvin Dresher, Lloyd S. Shapley, and
Albert William Tucker, 627-650. Princeton: Princeton University Press.

Austen-Smith, David, and Jeffery S. Banks. 2000. “Cheap talk and burned money.”
Journal of Economic Theory 91 (1): 1-16.

Bergin, James, and W. Bentley MacLeod. 1993. “Efficiency and renegotiation.” Jour-
nal of Economic Theory 61:42-73.

Bernheim, Douglas B., and Debraj Ray. 1989. “Collective dynamic consistency in
repeated games.” Games and Economic Behavior 1:295-326.

Best, James, and Daniel Quigley. 2024. “Persuasion for the long run.” Journal of
Political Economy 132 (5): 1740-1791.

Crawford, Vincent, and Joel Sobel. 1982. “Strategic information transmission.” Fcono-
metrica 50 (6): 1431-1451.

Evans, Robert, and Eric Maskin. 1989. “Efficient renegotiation-proof equilibria in
repeated games.” Games and Economic Behavior 1:361-369.

Farrell, Joseph, and Eric Maskin. 1989. “Renegotiation in repeated games.” Games
and Economic Behavior 1:327-360.

Fonesca, Ricardo. 2024. “Keeping experts honest.” Working Paper.

29



Fudenberg, Drew, David Levine, and Eric Maskin. 1994. “The folk theorem with
imperfect public information.” Econometrica 62 (5): 997-1039.

Fudenberg, Drew, and Eric Maskin. 1986. “The folk theorem in repeated games with
discounting or with incomplete information.” Econometrica 54 (3): 533-554.

. 1991. “On the dispensibility of public randomization in discounted repeated
games.” Journal of Fconomic Theory 53:428-438.

Green, Jerry R., and Nancy L. Stokey. 2007. “A two-person game of information
transmission.” Journal of Economic Theory 135:90-104.

Giinther, Michael, Christoph Kuzmics, and Antoine Salomon. 2019. “A note on “Rene-
gotiation in repeated games”|[Games Econ. Behav. 1 (1989) 327-360].” Games
and Economic Behavior 114:318-323.

Kamenica, Emir, and Matthew Gentzkow. 2011. “Bayesian persuasion.” American
Economic Review 101 (6): 2590-2615.

Karamychev, Vladimir, and Bauke Visser. 2017. “Optimal signalling with cheap talk
and money burning.” International Journal of Game Theory 46:813-850.

Kolotilin, Anton, and Hongyi Li. 2021. “Relational communication.” Theoretical Eco-
nomaics 16:1391-1430.

Kuvalekar, Aditya, Elliott Lipnowski, and Joao Ramos. 2022. “Goodwill in commu-
nication.” Journal of Economic Theory 203:105467.

Lipnowski, Elliott, and Joao Ramos. 2020. “Repeated delegation.” Journal of Eco-
nomic Theory 188:105040.

Mailath, George, and Larry Samuelson. 2006. Repeated Games and Reputations: Long-
Run Relationships. Oxford University Press.

Margaria, Chiara, and Alex Smolin. 2018. “Dynamic communication with biased
senders.” Games and Economic Behavior 110:330-3309.

Mathevet, Laurent, David Pearce, and Ennio Stacchetti. 2019. “Reputation and in-
formation design.” Working Paper.

Meng, Delong. 2021. “On the value of repetition for communication games.” Games
and Economic Behavior 127:227-246.

Morris, Stephen. 2001. “Political correctness.” Journal of Political Economy 109 (2):
231-265.

Pearce, David. 1987. “Renegotiation-proof equilibria: collective rationality and in-
tertemporal cooperation.” Cowles Foundation Discussion Paper.

30



Pearce, David. 1991. “Repeated gmes: cooperation and rationality.” Cowles Founda-
tion Discussion Paper.

Pesce, Marialaura, and Nicholas C. Yannelis. 2010. “Existence of an interim and ex-

ante minimax point for an asymmetric information game.” FEconomics Letters
108 (1): 4-6.

Ray, Debraj. 1994. “Internally renegotiation-proof equilibrium sets: Limit behavior
with low discounting.” Games and Economic Behavior 6:162-177.

Ray, Debraj, and Rajiv Vohra. 1997. “Equilibrium binding agreements.” Journal of
Economic Theory 73:30-78.

Renault, Jérome, Eilon Solan, and Nicolas Vieille. 2013. “Dynamic sender-receiver
games.” Journal of Economic Theory 148:502—-534.

Sobel, Joel. 2013. “Giving and receiving advice.” Advances in Economics and Econo-
metrics 1:305-341.

Strulovici, Bruno. 2022. “Renegotiation-proof contracts with persistent private infor-
mation.” Working Paper.

Van Damme, Eric. 1989. “Renegotiation-proof equilibria in repeated prisoners’ dilemma.”
Journal of Economic Theory 47 (1): 206-217.

31



	Introduction
	Related literature

	Model
	The Cheap Talk Stage Game
	Minmax Strategies
	The Repeated Game
	Equilibrium

	Results
	Receiver-Optimal Payoffs

	Applications
	A Binary Game
	Continuum Game from crawford82

	Discussion
	Pareto Efficient WRP Equilibria
	Relationship to Bayesian Persuasion
	Observability of Strategies

	Conclusion
	Proofs
	Proof of Theorem 1
	Proof of Proposition 1
	Proof of Proposition 2
	Proof of Proposition 3


